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Abstract

The extended Berkeley Packet Filter (eBPF) has become a
powerful platform for extending kernel functionality at run-
time, yet eBPF programs lack visibility into end-to-end I/O
request intent across the kernel stack, limiting a broad class
of storage optimizations. We propose extending eBPF with
first-class support for context propagation in the I/O stack.
We motivate this need, illustrate use cases that demonstrate
the opportunities it enables, and discuss possible design di-
rections and the key challenges they pose.
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1 Introduction and Problem Statement

eBPF is increasingly shifting from observing kernel behavior
to acting on it, directly shaping CPU [10, 13], storage [17, 30]
and memory management [4, 32]. This creates an opportu-
nity to redesign and safely port traditional optimizations
(e.g., caching, scheduling) that are implemented directly at
the application level (e.g., databases, key-value stores) into
the kernel, promoting their generality and portability.

We focus on storage optimizations and show that eBPF
lacks the ability to propagate application-level context along
the kernel execution path of a storage I/O request. Modern
data-intensive applications have workloads rich in seman-
tic structure invisible to the kernel (e.g., databases distin-
guish latency-critical foreground writes from housekeeping
tasks [1, 3]). Exploiting this context to drive kernel decisions
(e.g., scheduling, rate-limiting) requires awareness, but this
information is lost as a request descends the kernel I/O stack.

eBPF maps are not enough. Maps partially address this
by enabling data exchange between user and kernel spaces,
and by allowing metadata to be attached to tasks and kernel
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objects. Yet, these fall short of propagating context along the
I/O stack. First, the OS page cache asynchronously flushes
buffered data, decoupling write requests from the issuing
threads, as writeback runs later via kernel threads (kworker)
on different CPU/cores, making task-keyed maps inacces-
sible. Second, a single thread may serve I/O requests with
different purposes (e.g., different clients or transactions), in-
distinguishable in kernel. The same holds for kernel mecha-
nisms that already carry some context (e.g., cgroup associa-
tion, I/O priority): they operate at a coarse level (task/cgroup)
rather than per-request and expose a limited vocabulary (e.g.,
priority classes) instead of application-level information.
Motivation example. Figure 1 illustrates such problems
by tracking the kernel request flow of two concurrent ap-
plication threads performing sequential 4 KiB writes to the
same file, across three phases: (P1) each thread concurrently
issues five writes; (P2) both threads sleep long enough for the
kernel to flush dirty pages at the page cache; and (P3) each
thread issues one final write before thread B calls fsync.
eBPF can trace write operations across the system call
(syscall), Virtual File System (VFS), ext4, and block I/O (BIO)
layers with thread-level context (thread identifier). How-
ever, once writes are buffered in the page cache, they may
be merged and flushed asynchronously by kworker threads.
One can attempt to correlate BIO requests (block_rq_issue)
with the write operations that originated them based on re-
quest sizes (e.g., ten consecutive 4 KiB writes may produce a
single 40 KiB BIO request). Yet, as illustrated in the figure,
multiple unrelated 40 KiB BIO requests may be issued by
kworkers (e.g., the request handled by kworker 166 is unre-
lated to our application), making this correlation unreliable.
To illustrate how context propagation could be useful,
we run a simple experiment. Write buffers are hashed in
all layers (syscall, VFS, ext4) and matched in the BIO layer
by a custom kernel module. Different contents are assigned
unique colors in Figure 1. We can see that writes from both
application threads are merged across layers, and by phase P3
the final block_rq_issue, issued by thread B (21719), car-
ries data from both threads in a single BIO operation. This
correlation is only visible due to our kernel module, as eBPF
cannot directly access the data in block_rq_issue events.
The question raised in this paper is: Can eBPF provide con-
text propagation without user-defined custom kernel modules?
Proposal. Our goal is to extend eBPF to attach application
context at strategic points in the I/O path and propagate
it with the request throughout the kernel stack. A tag, or
set of tags (e.g., request identifier, priority class, or arbitrary
tag) would flow through the VFS, filesystem, and BIO layer
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Figure 1. Correlation of write events across kernel layers using content hashes (same color indicates the same hash). Most of
the information is collected using eBPF, while BIO segment contents (dashed red line) are obtained via a custom kernel module.

without being lost across asynchronous boundaries such as
page-cache writeback and kworker dispatch. eBPF programs
at any layer could read and act on this tag without manual
map management or per-layer reconstruction. This would
unlock several eBPF-based optimizations and use-cases.

Observability and data provenance. Distributed tracing so-
lutions propagate context across component/node bound-
aries, but leave the kernel I/O flow opaque [6, 19, 28, 31].
Systems addressing this gap only provide partial visibility,
either correlating user and kernel events offline [7, 22], or
propagating kernel-internal IDs with no application-level
semantics [16]. Application-level context would unlock root-
cause analysis and reproduction of I/O anomalies by pin-
pointing exactly the responsible kernel layer(s) and applica-
tion request(s) in an end-to-end fashion [14, 18, 21, 24, 26].

Application-aware I/O scheduling. In-kernel I/O schedulers
operate on coarse-grained contexts like PID and request
size, unaware of application semantics [3, 8, 11]. Context
tags carried through BIO operations would let schedulers
make priority and fairness decisions at the granularity of
individual requests or tenants, improving performance and
reducing I/O interference [20, 27].

Specialized I/O optimizations. The best tuning parame-
ters for in-kernel optimizations may depend on the applica-
tion workflow [5, 9, 12, 15, 20, 23, 32]. For instance, scans
from key-value stores benefit from read prefetching, but
random accesses may not. Context propagation would al-
low stamping requests at their origin and tuning these on a
per-application/request basis.

2 Design Directions and Challenges

Extending eBPF with context propagation requires three
fundamental capabilities: (i) attaching context to a request
at its origin; (ii) propagating it to and across kernel layers,
surviving asynchronous boundaries; and (iii) extracting it at
any layer. We identify two possible directions to explore.
Modifying eBPF and the kernel. The most direct ap-
proach is to extend eBPF and the kernel to natively support
context tags. For synchronous layer transitions, existing
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eBPF mechanisms such as task storage maps or stack
traces could help propagate context, as in [25]. Asynchro-
nous boundaries need more exploratory approaches (e.g.,
wrapping kworker dispatch to carry the originating context
tag [28]), potentially extending kernel structures with ded-
icated fields [19, 29] and new kfuncs. This enables richer
semantics, but sacrifices portability and maintainability. Yet,
sched_ext is an example of such a path, whose kernel mod-
ifications are now part of mainline Linux [10].

A transparent middleware layer. A less intrusive alter-
native is to implement context propagation as a middleware
service that eBPF programs can interact with through a sta-
ble API, without modifying the kernel’s core data structures.
eBPF programs would call into the middleware to attach con-
text at the syscall boundary and retrieve it at lower layers,
with the middleware maintaining the cross-layer association
internally. This approach is more portable, but faces a harder
technical challenge: reliably identifying the same request
across kernel layers and asynchronous boundaries without
a native kernel carrier, since existing identifiers (e.g., PIDs,
inode numbers) are insufficient, as shown earlier.

Both directions must also address safety (compliance with
the eBPF verifier and kernel integrity), performance overhead
(over the critical I/O path) and semantic ambiguity (a single
user-space write may translate into multiple kernel write
requests (e.g., due to journaling or copy-on-write [2]).

Although ambitious, we believe extending eBPF with con-
text propagation will enable kernel optimizations now con-
fined to less portable, less generic user-space workarounds.
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